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This document constitutes the report of the Research Exchange Programme between ICS-FORTH, Greece, and  SICS and KTH in Sweden. The main topic of the work carried out during the REP was concerned with the peer-to-peer (P2P) based discovery of semantically described services in Grid systems. KTH and SICS are especially interested in the Semantic Grid [1] and P2P systems [2]. FORTH, on the other hand, has extensive background in P2P systems and is interested in applying this knowledge to distributed Grid resource discovery [3], [4]. All three institutes have cooperated in several occasions in CoreGRID. Results of the cooperation can be seen in [5].
The main contribution of a Semantic-based service discovery system is the capability to define similarity between different services. This enables the system to augment the replies to any given query with services similar to the one requested. That is, the results returned by the system for a given query (which describes the requested service) is not only comprised by any services that exactly match the query description but also any services that are similar to the query description but not exactly identical. 

The Semantic Grid is a research area which has received much attention during the recent years. However, semantically-described services discovery in Semantic Grids is performed in a centralized fashion. One of the main purposes of the research conducted during the REP was to design such a system based on the P2P paradigm.

There were a few challenges to be met during the design. One of the first was, of course, the placement of the information in the peers participating in the system. In order to support efficient query resolution, one would have to avoid contacting every single peer in the system for every query. Thus, similar services should be placed in neighboring peers. Similarity is defined by a function that operates on two services and returns the degree of similarity between them. However, when deciding where to place a service, its position should be consistent with the result of the similarity function, when applied to that service and any other service in the system. The similarity function we defined is based on the common classes in the description of each of the two compared services. Each service description is comprised of a set of classes from the system ontology. This system ontology defines subsumption relationships between classes. It is assumed that two classes with a (subsumption) relationship have a certain degree of similarity, dependant on their distance in the subsumption chain. To include this relationship-similarity in the service description, we proposed to augment it with all classes subsumed by any class in the original service description. This results in similar services having many common classes in their descriptions. Thus, the similarity function is, in essence, the number of classes that appear in the descriptions of the compared services. The larger the number, the more similar the services.
The placement of services in a virtual space is performed by translating each service description in a point in a multi-dimensional space. To each service corresponds a vector, which signified its place in that space.  Each position in the vector corresponds to one of the classes in the system ontology used to describe the services. The vector of a single service contains a value on each position-class which is equal to the number of times that class appears in the service description. From this it is apparent that similar services (with many common classes) will be located relatively close in the virtual space.
The last phase of the design maps the aforementioned virtual, multi-dimensional space in a P2P system. This is a major challenge in the P2P research community, due to the “Curse of Dimensionality” [6]. Essentially, the large number of dimensions of the virtual space makes it difficult to map the space in an efficient manner. Thus, a dimension reduction scheme is needed, which will however undoubtedly result in a loss in the service placement. This is because, with less dimensions, several services which are similar will have to be placed in unrelated parts of the system. However, the existence of far-away (but similar) services can be detected during lookup, so that those services will be located, albeit at an additional cost.
One of the most common types of dimension reduction schemes used today is the Space-Filling curve and especially Hilbert’s Space filling curve [7]. The system [8] we decided to use employs such a curve to map the virtual space on a single-dimensional Chord P2P system [9]. It can be used to locate many nearby points in the virtual space efficiently; however, the location of the rest of them will be more costly.
Finally, in FORTH, there is on-going work, which continues the research conducted during the REP. We are trying to develop a more efficient way to map this multi-dimensional information on a P2P system, by trying to exploit some properties of this specific problem. For instance, one can see that the vectors that correspond to the services contain lots of zero values, which means they are very sparse.
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